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Abstract

AI-Native software development, which positions coding
agents as the primary actors in development, should be
designed by working backward from the required level of
accountability. This principle shapes how much autonomy
and transparency to build into the development process. In
an era where coding agents can rapidly generate "working
software," commercial system development demands not
only that the system works (functionality), but also that it
behaves as expected (quality), that the development process
is transparent (transparency), and that the rationale behind
decisions can be explained and justified (accountability).

This paper applies the Three Lines Model to software
development to establish a governance structure, and
presents three maturity levels in which the scope of Al
responsibility progressively expands.

Level 1 ( Al-Generated ) addresses the stage where Al
handles development execution while humans build in quality.

Level 2 ( Al-Verified ) addresses the stage where Al also takes
on quality oversight while humans focus on process
management.

Level 3 ( Al-Explainable ) addresses the stage where Al
provides transparency on its own while humans fulfill
accountability through post-hoc auditing.

The key to each transition is, respectively, establishing Al-
readable context and task decomposition, building quality
oversight and escalation mechanisms, and demonstrating
lineage, verifiability, and the social acceptability of Al-
supported explanation. Level 3 should therefore be
understood not as an immediate rollout target but as a long-
term direction that organizations evaluate as technical and
institutional conditions mature.

By anchoring the framework on accountability, organizations
gain a criterion for design decisions that remains stable
regardless of how technology evolves. Even as Al capabilities
expand, the responsibility to explain and justify decisions to
stakeholders remains with humans. The framework
presented in this paper serves as a guide for adapting
development processes on the basis of this enduring
principle.
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Background

The central argument of this paper is that AI-Native development processes should be designed by working backward from
the required level of accountability. This chapter surveys the rise of coding agents and the challenges they pose for
commercial system development, and defines the concept of Al-Native development.

Coding Agents and Vibe Coding

The emergence of coding agents has ushered software
development automation into a new phase. Tools such as
GitHub Copilot, Cursor, Claude Code, and Devin
autonomously generate, modify, test, and debug code
based on developer instructions. Unlike conventional code
completion, these tools are distinguished by their ability to
perform complex tasks end-to-end, including changes
spanning multiple files and integration with external tools.

Vibe Coding is a development style born from this
technological advancement. Proposed by Andrej Karpathy
in February 2025, this approach describes a style in which
the developer "forgets that the code even exists" and
"surrenders to the vibes," delegating all code changes to
the LLM, skipping diff reviews, and having the Al fix any
errors that arise [6]. For exploratory development and
concept validation, it enables iterations at speeds that were
previously inconceivable. Evidence of this development
style gaining traction has begun to emerge. Y Combinator
CEO Garry Tan reported on social media that 25% of the
startups in the Winter 2025 batch had 95% of their
codebases generated by Al [7], adding his view that "this is
not a fad. This will be the dominant way code gets written.”
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Challenges for Commercial System
Development

However, Vibe Coding has its limitations. While it is well
suited for prototyping and early-stage startup products,
applying it directly to commercial system development is
difficult.

For example, if a production incident is caused by Al-
generated code and the generation process has not been
recorded, identifying the root cause becomes extremely
difficult. Situations may also arise where maintainers must
modify code without understanding the rationale behind
the design decisions the Al made. Furthermore, when a
customer or regulatory authority asks, "Why was it
implemented this way?", the answer "the Al generated it"
fails to fulfill accountability.

What is missing is the perspective of quality assurance,
maintainability, and above all, accountability.
Roychoudhury et al. argue that practical deployment of Al
software engineers requires establishing trust equal to or
greater than that of conventional human-led development,
and discuss the possibility that the focus of software
engineering is shifting from "programming at scale" to
"programming with trust" [4]. For enterprises to deliver
software responsibly, they must consciously design
development processes that ensure quality and
accountability while leveraging Al capabilities.
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What Is Al-Native Development

The development style that positions coding agents as the
primary actors in development is rapidly spreading across
the industry. Xebia predicts that "2026 is the year software
engineering goes Al-Native" [8], and companies are
accelerating the shift from treating Al as an experimental
assistive tool to embedding it at the core of the
development process. NTT DATA has been an early adopter
of this trend since 2025, and this paper refers to such a
development style as Al-Native development. Many of the
insights presented here are drawn from that practice.

Al-Native development is an approach that positions Al as the
primary actor in development and optimizes the development
environment itself so that Al can perform at its full potential.
"Native" refers to a state in which no translation is required
between

the actor and the environment. The essence of Al-Native
development is not integrating Al as an assistive tool into an
existing human-oriented environment, but rather establishing a
state in which Al can directly process the resources of the
development environment.

The key points of Al-Native development can be
summarized in the following three aspects.

« The center of development shifts from a human-
centered model, where Al is used assistively,
to collaboration centered on Al agents.

» Requirements, design, procedures, and rules are
restructured around text and API/CLI interfaces
so that Al can handle them directly.

« Human roles shift away from implementation itself
toward direction-setting, supervision,
and accountability.
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Figure 1. Comparison of non-Al-Native and Al-Native environments

Figure 1 illustrates this transformation. Conventional development environments were designed to be human-centric, with
GUI-based tools, documents in binary formats such as MS Excel and MS Word, and processes that relied on tacit knowledge.
Al agents cannot process these directly and require translation or conversion. In Al-Native development, these are
overhauled into Al-ready configurations. Specifically, requirements, designs, procedures, and rules are managed in text
formats such as Markdown; tacit knowledge is documented as explicit rules; and tools are unified around CLI and API
interfaces. The primary actor in development shifts to Al agents, and the human role transitions to verifying
deliverables.This environmental transformation changes the development process from one constrained by human working
speed to one that iterates at the processing speed of AL

The following sections establish the fundamental structure of software development centered on accountability, and
discuss the design strategy for Al-Native development.
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Fundamental Structure of
Development in the Al Era

Al-Native development is not as simple as delegating development to Al and considering it done. In commercial system
development, it is necessary not only to build something that works, but also to assure quality, ensure transparency of the
development process, and fulfill accountability to stakeholders. How much of these obligations Al can assume depends on
the maturity of the technology, and this is where distinct stages emerge.

This chapter establishes the foundation for understanding these stages in three steps. First, it presents the governance
structure required for commercial system development by applying the IIA (The Institute of Internal Auditors) Three Lines
Model [5] to software development. Next, it defines the four obligations to be fulfilled within this governance structure:
functionality, quality, transparency, and accountability. Finally, it discusses how Al and humans share these obligations in
the Al era, and introduces a maturity model.

Governance Structure : Applying the Three Lines Model

The Three Lines Model is a framework that organizes governance and risk management roles across three lines. Applying
this model to software development separates the responsibilities of execution, oversight, and audit, providing a
governance framework that remains coherent even as the role of Al expands. Figure 2 shows how the obligations required
for commercial system development are realized within this role structure.

The reason for adopting the Three Lines Model here is that the core challenge of Al-Native development is not merely
controlling risk defensively, but balancing value creation through Al-driven execution with governance through independent
oversight and auditing. The older "Three Lines of Defense" framing is often interpreted primarily as a defensive structure.
By contrast, the current Three Lines Model makes it easier to describe a structure in which the first line is responsible for
generating business value while the second and third lines independently support and verify that activity. For commercial
system development, which must simultaneously achieve productivity, quality, and accountability, this framing is more

suitable.
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Accountability
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Figure 2. The Three Lines Model in software development

Figure 2 depicts a structure in which, from left to right, obligations are arranged in the order of the first line (execution),
the second line (oversight), and the third line (audit), with the governing body positioned at the top. The first line is
responsible for executing development work and directly controlling risks. The second line oversees compliance with the
development process from a position independent of the first line. These two lines operate under the umbrella of
management and are responsible for ensuring the transparency of the development process. The third line verifies the
effectiveness of control processes from a position independent of management, and provides assurance and advice to the
governing body. The governing body fulfills accountability to stakeholders.
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Four Obligations Required for Commercial
Systems

Within this governance structure, the obligations that
commercial system development must fulfill can be
organized into four categories: functionality (the system
works), quality (the system behaves as expected),
transparency (the development process is transparent), and
accountability (decisions can be explained and justified).
Together, these four obligations capture both requirements
on the system itself, namely functionality and quality, and
requirements on the development process, namely
transparency and accountability, while also aligning naturally
with the division of roles from the first line to the governing
body. The following sections define each obligation and
clarify who bears it within the Three Lines Model.

* Functionality : The System Works

Functionality means that the system provides the
functions defined in the requirements. Within the Three
Lines Model, this obligation is borne by the first line. It
means that the system is in a state where it can be built,
deployed, and operated; that it executes its intended
basic functions; and that it continues to run without
impeding actual use. Since nothing else matters if the
system does not work in the first place, functionality is the
most fundamental condition for software to deliver value.
Functionality is assessed by whether defined functions
have been implemented and operate correctly.

Al is already achieving significant results in delivering
functionality. In speed-oriented development styles
exemplified by Vibe Coding [6], Al rapidly generates
"working software," dramatically accelerating prototyping
and concept validation. Quickly turning ideas into tangible
form and exploring directions while confirming behavior
— in such exploratory development, AI's contribution is
substantial. Moreover, software intended for personal use
or use within a team does not necessarily require the high
levels of quality and accountability demanded of
commercial systems, making speed-oriented
development styles like Vibe Coding effective.
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Quality : The System Works as Expected

Quality means that the system behaves as expected. It
means that the system acts in accordance with
requirements, specifications, and user expectations, and
that its outputs are accurate, consistent, and reliable
under defined conditions. Whereas functionality is
"providing the defined functions," quality is "those
functions operating in a manner that meets quality
characteristics." Specific perspectives include the nine
product quality characteristics defined by the ISO/IEC
25010:2023 [9] product quality model: functional
suitability, performance efficiency, compatibility, usability,
reliability, security, maintainability, flexibility, and safety.
Note that the 2023 revision reorganized the previous
eight characteristics, adding flexibility and safety. Quality
is assessed by the degree of conformance to defined
quality criteria and test cases.

Within the Three Lines Model, quality is achieved
through collaboration between the first and second lines.
The first line, as the risk owner, builds quality into the
process (eliminating ambiguous requirements, adhering
to coding standards, executing unit and integration tests,
etc.). The second line, from a position independent of the
first line, oversees whether quality is being ensured
through the formulation and dissemination of
development standards and quality criteria, regular
monitoring of project status, and quality gate decisions
for phase transitions. Additionally, specialized verification
by security management and legal/compliance
departments also functions as part of this oversight. At
present, these activities are primarily the domain of
humans, but advances in Al technology are gradually
enabling Al to assume some of these responsibilities.

Clear requirements definition is essential for
achieving quality. When requirements are ambiguous
or contradictory, the standard for "as expected" itself
becomes unclear, making both building in quality and
verification difficult. This is a general principle that
holds regardless of whether the development actor is
human or AL Moreover, Al-driven test generation, test
execution, and code review technologies are
maturing rapidly, making it increasingly realistic for AI
to assume part of the quality assurance role.
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Transparency :
The Development Process Is Transparent

Transparency means that the actual state of the
development process is recorded as evidence and is
verifiable by an independent third party. Within the
Three Lines Model, management oversees the first and
second lines and bears the responsibility of ensuring
transparency, while the third line verifies the actual state
of development through this transparency from a
position independent of management. Transparency is
also a prerequisite for achieving accountability. If
accountability is "the ability to explain," then
transparency is "the existence of the evidence on which
explanations are based.”

For example, if Al implements authentication logic for a
financial system, transparency means preserving a
record of which requirements and security policies the
Al referenced, why it chose a particular error-handling
or session-control approach, and what tests and review
results supported the decision to accept the
implementation. This level of traceability is what later
makes explanation and verification possible.

In conventional development, transparency was ensured
by humans working according to processes and leaving
the results as evidence. In Al-Native development, where
Al becomes the primary actor, a new challenge arises:
the Al's work process tends to become a black box.
Specifically, the minimum conditions for transparency
require that at least the following information be
recorded and managed:

» Decision logs
the reasons and history behind design decisions and
policy choices

* Execution logs
the work history and generation process of Al agents

* Version control of input context
the instructions and reference information given to
the Al and their versions

+ Approval records
the results and rationale of human reviews and
approvals
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Accountability :
Decisions Can Be Explained and Justified

Accountability means that the development process and
deliverables can be explained and justified. Within the
Three Lines Model, this obligation is borne by the
governing body. It means being able to explain why
specific designs or code were generated and why
specific decisions were made. As noted in the previous
section, whereas transparency is "the existence of the
evidence on which explanations are based,"
accountability is "the ability to actually explain and
justify on the basis of that evidence." Accountability is
assessed by whether evidence-based explanations and
justifications can be provided in response to stakeholder
inquiries.

In commercial software development, accountability is
an indispensable element. If an organization cannot
explain why a system produces specific outputs and
behaves in specific ways, it cannot deliver that software
responsibly. When problems occur, there must be the
ability to track, review, and defend decision-making, and
to determine who will address the issue and how.

The basis for accountability remaining with humans lies
in institutional and structural necessity. Legally, the
parties to contracts and the subjects of regulation are
legal entities, including corporations, and Al cannot
serve as such entities. Organizationally, a human who
accepts responsibility as the final signatory on audit
reports and quality assurance is indispensable.
Furthermore, accountability is a concept that exists
within stakeholder relationships, but Al holds no stake
and possesses neither the motivation nor the capacity to
bear responsibility. As Ulloa et al. point out,
"accountability cannot be delegated to non-human
agents" [2]; no matter how Al's role expands, the locus
of accountability remains with humans.

The critical insight this model reveals is that
accountability is not a standalone activity but is realized
through the organizational structure as a whole. The
first line (execution) builds what works, the second line
(oversight) oversees its quality, management ensures
the transparency of the process, the third line (audit)
verifies from an independent perspective, and the
governing body bears accountability to stakeholders.

Only through this multi-layered structure can
accountability for commercial systems be established.
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Change in the Al Era : Expanding the Scope of Al Responsibility

In conventional software development, humans bore all four obligations: functionality, quality, transparency, and
accountability. Humans designed, humans wrote code, humans executed tests, and humans conducted reviews.
Furthermore, humans ensured the transparency of the process through management and fulfilled accountability to
stakeholders. This structure has functioned effectively for many years, but it was also a structure in which human capacity
was the bottleneck. Development speed was constrained by the pace of human work, quality depended on human attention

and expertise, and scalability had its limits.

In the Al era, rather than introducing Al indiscriminately, it is important to design how Al and humans share obligations
within the role structure established in the preceding sections, and to introduce Al in an appropriate manner. As Al
technology evolves, the scope that Al can assume will progressively expand within this model. This paper defines this

expansion as three maturity levels, including a baseline (Figure 3).

Baseline

(of Pill f Level 2
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Level 1
Software Development Al-Generated } Al-Verified

Human Role . Al Role

Level 3
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( Ensure software quality )
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Organization
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QA
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Figure 3. Al-Native software development maturity levels

Figure 3 shows that as levels progress from left to right, the scope of obligations assumed by Al (functionality, then quality,
then transparency) expands, and the human role consolidates toward higher-level oversight and accountability. The name

of each level reflects the characteristic of the new role Al assumes at that stage.

Baseline
Al-Assisted

Level 1
Al-Generated

Level 2
Al-Verified

Level 3
Al-Explainable

The current mainstream,
where Al functions as an
assistive tool. Humans bear
all obligations: functionality,
quality, transparency, and
accountability.

Most organizations are
currently at this stage,
utilizing Al as an assistive
tool for tasks such as code
completion.
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The stage where Al handles
development execution.

The design of context
awareness is the key to this
transition.

The stage where Al also
assumes quality oversight.

The establishment of
agentic oversight is the key
to this transition.

The stage where Al
provides thetransparency
of the development
process on its own.

The establishment of
lineage and verifiability is
the key to this transition.
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As levels increase, the scope assumed by Al expands, and the human role consolidates toward higher-level oversight and
decision-making. The specific design of each level is detailed in subsequent chapters.

The key insight of this maturity model is that in commercial software development, even as the scope assumed by Al
expands in the future, the roles of the third line (audit) and the governing body will remain with humans. These roles are
essential elements for fulfilling accountability and are areas that are difficult

for Al to assume.

The following table summarizes the division of roles between Al and humans at each level from a practical perspective

Perspective Level 1 : Al-Generated Level 2 : Al-Verified Level 3 : Al-Explainable
Input Humans finalize requirements and high-level Humans define requirements with high Humans define requirements,
( decision authority and required precision ) design precision, and Al verifies requirements quality and Al interprets and supplements
Execution X X Al autonomously performs execution and Al autonomously performs execution, oversight,
. Al generates deliverables; humans review X
( division between Al and humans ) oversight and process management
Verification X ; . X Al self-explanation and independent human
Human review and automated tests Quality gate decisions by oversight agents "
( means of quality assurance ) auditing
Evidence ) " " ) . N
. Review records, test results Quality dashboards, escalation records Lineage tracking records, audit trails

( recorded deliverables )
Escalation . X . At critical decision points; when quality criteria . . . X

. i . During the review of deliverables When audits detect inconsistencies
( conditions for human intervention ) are breached

Moving into each level requires a distinct capability set. Reaching Level 1 requires that project-specific context, coding
standards, and task decomposition be prepared in forms Al can reliably use. Reaching Level 2 requires that quality criteria,
oversight workflows, and escalation mechanisms be formalized so Al can participate in supervisory functions. Reaching
Level 3 requires not only lineage tracking and verifiability technologies, but also evidence that AI's self-explanations are
trustworthy and that stakeholders accept accountability being fulfilled through post-hoc auditing.
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Design Framework

The preceding chapter established the governance structure required for commercial system development and the maturity
model in which the scope of Al responsibility progressively expands. However, transition to each stage does not occur
automatically through technological evolution alone. Transition is realized only when technological maturity is accompanied
by stakeholder trust and societal acceptance.

The central point of this chapter is that these transitions must be designed holistically across process, people, and
technology. In particular, when Al is introduced as an autonomous actor, the problem is not solved by selecting tools alone;
organizations must simultaneously redesign development processes, human roles, and the context provided to Al

As a framework for consciously designing these staged transitions, this chapter presents an approach based on the three
elements of PPT (Process, People, Technology) and provides design principles along each dimension.
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The PPT Framework

The PPT framework (Process, People, Technology) is a widely used concept in the design of technology adoption. When
introducing new technology into an organization, it is necessary to design not only the technology itself but also the
processes and people that will leverage it.

« Process: Designing business processes that incorporate the technology
* People: Developing talent and defining roles to leverage the technology
« Technology : Selecting and establishing appropriate tools and infrastructure

These three elements are interdependent, and optimizing any one alone yields limited results. For example, even in the era
of rule-based automation, simply deploying CI/CD pipelines and test automation tools (Technology) was insufficient.
Organizations realized the benefits of automation only when they undertook two key actions: designing build and
deployment processes premised on automation (Process), and cultivating engineers capable of operating and improving
automation tools (People). The PPT framework provides the perspective of treating technology adoption as an integrated
design across these three elements.

In Al-Native development as well, the fundamental structure of design follows PPT. However, in Al-Native development,
the internal structure of Technology becomes more critical. Conventional automation tools were rule-based, with behavior
determined by configurations and scripts. Al agents, by contrast, interpret natural language instructions and context, and
act autonomously based on their own judgment.

Consequently, the design of appropriate instructions and an environment prepared in a format that Al can process
determines success or failure. In other words, a new actor — the Al agent — is introduced within Technology, and the
instructions and environment must be further designed for that actor, creating a nested PPT structure (Figure 4).

PPT for Rule-Based Automation Nested PPT for Al-Native Development

Skilled use of
technology

Process Technology M]— Technology

- - Effective use of
Well-defined Right tools and environment
procedures infrastructure

Al Agent
[ Instruction ]_[Environment]

Task-specific Al-Ready
instructions infrastructure

& J

Figure 4. Nested PPT framework structure in the automation era
and the Al-Native era
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Design Principles

The following sections present design principles for Al-Native development along each PPT dimension. Process addresses
accountability-centered process design, People addresses the externalization of tacit knowledge and role transition, and
Technology addresses context design.

* Process : Accountability-Centered Process Design

No matter how efficient development becomes, software cannot be delivered as a commercial system if accountability
cannot be fulfilled [2]. Therefore, process design should take as its starting point the level of accountability the project
requires. As discussed in the preceding chapter, transparency is a prerequisite for achieving accountability. The required
level of accountability determines the level of transparency demanded of the development process, and the
transparency requirements in turn govern the degree of autonomy granted to Al agents. A trade-off exists between Al
agent autonomy and process transparency. The more tightly an Al agent's behavior is constrained, the lower the cost of
ensuring transparency, but the Al's flexibility is restricted and productivity declines. Conversely, the greater the
autonomy, the higher the productivity, but mechanisms for storing and analyzing execution history become necessary,
and audit costs increase. Selecting the appropriate balance point within this trade-off according to the level of
accountability the project requires is the essence of process design (Figure 5).

Drivers Process Design
Autonomy Transparency
Low High
Workflow
| ( Transparency by design )
Accountability Process i
> Guided Agent
to Stakeholders Transparency
Autonomous Agent
Transparency by audit
( ey ) High Low

Figure 5. Accountability-driven process design:
the trade-off between transparency and autonomy

Figure 5 plots the degree of Al agent autonomy on the horizontal axis and the cost of ensuring transparency on the vertical
axis, showing the relationship in which the required level of accountability determines the balance point within this trade-
off. The following summarizes the characteristics of three approaches along this continuum [3].
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+  Workflow :
Al agent behavior follows predefined procedures. Since
transparency is guaranteed by design at the point the
procedures are defined, reproducibility and verifiability
are naturally ensured, making this approach suitable for
processes with high accountability requirements.

* Guided Agent :
Rules and decision criteria to be followed are provided
as context, while the specific work
procedures are left to the agent. This offers greater
flexibility than workflows, but requires mechanisms
to confirm whether the rules were actually followed.

+ Autonomous Agent:
Goals and constraints are provided, and the majority of
decision-making is delegated
to the agent. This offers the greatest flexibility, but the
specific steps the agent takes are unknown until
execution. Transparency is not guaranteed by design; it
is necessary to store work history and verify it post hoc
(by audit).

Even within a single project, it is practical to employ these

approaches selectively depending on the nature of the task.

For example, the implementation of authentication logic
related to security may warrant fixing the procedure as a
workflow because evidence capture is required, while UI
component implementation may be delegated to an
autonomous agent.

It is worth noting that the center of gravity among these
approaches also shifts with maturity level. At Level 1,
constraining Al agent autonomy is advantageous because
humans ensure quality through review. As maturity
increases and Al becomes capable of handling oversight
and transparency, there is greater latitude for adopting
more autonomous approaches.

In this process design, checkpoints serve not only as quality
gates but also as opportunities to inject the context that
humans possess into the development process. Al agents
are stateless across sessions and cannot independently
acquire the design intent and domain constraints that
humans hold tacitly. The essential function of reviews and
checkpoints is to reflect this human context in Al
deliverables. This perspective provides the point of
integration between context engineering and the
externalization of tacit knowledge, discussed in the
following sections, within process design. Designing the
frequency and placement of checkpoints is, in effect,
designing the timing and volume of context injection, and
this relationship evolves as maturity levels progress.
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People : Externalizing Tacit Knowledge,
Al Supervision Skills, and Role Transition

In Al-Native development, the human role undergoes a
fundamental transformation. Previously, developers
themselves wrote code, executed tests, and built in
quality. In AI-Native development, the human role
transitions from "development executor" to "supervisor
who directs and verifies AL"

Particularly important in this role transition is the
externalization of tacit knowledge. Al agents have their
state reset with each session and cannot accumulate
experience or tacit knowledge. In conventional team
development, knowledge such as "why this architecture
was chosen" and "what problems occurred in the past"
was tacitly accumulated in team members' minds and
shared through day-to-day communication. In AI-Native
development, humans bear the responsibility of
explicitly documenting such tacit knowledge as text and
preparing it in a form that Al agents can reference.

Another critical skill is the ability to critically evaluate Al
output from an independent standpoint. Because the
code and design decisions generated by Al agents
appear plausible at first glance, humans tend to place
excessive confidence in their correctness. This tendency
is widely recognized in aviation and medicine as
automation bias, and the risk that uncritical acceptance
of automated system outputs can lead to critical
oversights has long been noted. The same risk exists in
AI-Native development, where an ongoing posture of
questioning — "Why this design?" "Are there constraints
being overlooked?" — is essential. However, this skill is
not easily acquired. Evaluating Al output requires deep
understanding of the relevant domain, and deliberately
questioning plausible output imposes a high cognitive
load. Deliberate organizational initiatives, such as
codifying review perspectives and providing training
opportunities, are necessary.

The human role further evolves with maturity levels. At
Level 1, humans serve as quality gatekeepers who
directly review Al output. At Level 2, they become
managers of the Al-driven quality oversight process. At
Level 3, they transition to auditors who bear
accountability for Al decisions. The specific roles and
skills required at each level are detailed in the respective
chapters.
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* Technology : Context Design

As discussed in the preceding chapter, the key to Al
transitioning from an assistive tool to the primary
development actor is the design of context awareness.
Context awareness refers to the ability to produce
appropriate outputs and make appropriate decisions by
taking into account the premises and surrounding
circumstances of a development task. This ability is not
determined solely by the performance of the model
itself but is realized through the design of what
information is provided to the Al agent and how. This
design —context engineering — constitutes the central
challenge in Technology.

The design space for context can be structured into two
layers: environment context and instruction context.
These two layers correspond to the Environment and
Instruction distinction in the nested PPT structure shown
in Figure 4.
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Consider a task in which Al is asked to add an audit log API to an existing enterprise system. The environment context would
include the project's logging standards, security policies, architectural conventions, existing module structure, and past
decisions about what events must be retained. The instruction context would include the specific request for this task, the
target modules, acceptance criteria such as required log fields, the relevant tickets, and recent test failures. Al needs both
layers: the stable project premises that shape acceptable solutions, and the task-specific instructions that determine what to
do now.

* Environment context :
Persistent premises shared across the entire project. This includes coding standards,
design policies, the rationale behind architectural decisions, terminology definitions, existing codebases,
and design documents. Once established, this context remains effective over a relatively long period and
serves as the decision-making foundation when Al agents work on individual tasks.

* Instruction context :
Temporary information specific to individual tasks. This includes the task's purpose, scope, acceptance criteria,
related files, test results, and CI logs. It is composed per task and directs the Al agent's specific actions.

These two layers also differ in how they are obtained, managed, and provided. Environment context is primarily created and
maintained by humans. Standards and policies are formulated by humans, and the background behind design decisions is
recorded by decision-makers. However, existing development artifacts such as codebases and design documents are large
in volume and cannot fit into an Al agent's context as-is. Establishing mechanisms to search for and retrieve the necessary
information, or to provide it in summarized form, is what determines the practical effectiveness of environment context.
Instruction context, on the other hand, is composed per task by combining elements specified by humans (such as the task's
purpose and acceptance criteria) with elements automatically collected from tools (such as relevant source files, test results,
and CI logs).

These two layers of context do not function within Technology alone; they become effective only when coordinated with
Process and People design (Figure 6). People externalize tacit knowledge to produce environment context, Process
checkpoints define the timing for injecting instruction context, and Technology designs the structure and quality of the
context. Through the coordination of these three elements, appropriate information delivery to Al agents is realized.

Technology : Context Design

( M Supply of ki ed Environmental Context ( persistent, project-wide )

People upply of knowledge _

" L
( Source of tacit knowledge ) Coding standards / Design policies / Glossary

~ < / Decision rationale / Codebase and design documents Al Agent
s ~ G iniection timi Instruction Context ( ephemeral, task-specific )

Process overn injection timing _

( Checkpoints ) ” Purpose / Scope / Acceptance criteria / Related files

~ J / Test results / Cl logs

Figure 6. The two-layer context structure and its integration with PPT
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The fundamental principles of context design are maintaining the appropriate volume of information and keeping it current.
When context becomes overly complex, Al agent processing accuracy degrades, so it is important to decompose tasks into
appropriate granularity and select and provide the necessary and sufficient information for each task. Context freshness
also directly affects quality. If changes to design policies or architectural revisions are not reflected in the environment
context, AI will generate deliverables based on outdated premises. By version-controlling environment context in the same
manner as code and maintaining change tracking and consistency, the reliability of context is ensured.

These design principles are common to all levels, but the center of gravity shifts with each level. As levels increase and Al
autonomy grows, the scope of context expands from directing development tasks, to quality assessment criteria, and
further to records that support accountability. The specific design methods for each level are detailed in subsequent
chapters.
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Level 1: AI-Generated —
Al Builds, Humans Assure Quality

The previous chapter presented the PPT framework and design principles. This chapter applies them to the first stage of the
maturity model, offering a concrete design. With the rapid evolution of coding agents, this stage — in which Al functions as
the primary developer — is becoming technically feasible. NTT DATA has been advancing practices in this area since 2025,
and much of what follows is grounded in insights gained from that experience.

Transitioning to this stage requires several prerequisites: preparing and providing project-specific context (coding standards,
design policies, decision criteria) to Al agents, building an Al-Native environment where development information is
managed in text-based formats, and establishing skills and processes for overseeing Al output.
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Characteristics of This Stage in Level 2

At this stage, Al generates not only code but entire
development artifacts — including design documents and
test code — while humans assure quality through review.
Humans finalize policies in upstream processes, and Al
generates artifacts increasingly as work progresses
downstream. The clearer the policies, the more focused the
review criteria become, enabling efficient verification of Al-
generated artifacts.

The productivity gain at this stage manifests as a dramatic
increase in output per developer. Design, implementation,
and testing — tasks previously performed by developers
themselves — are now handled by Al shifting the
developer's role from "writing code" to "directing and
verifying Al output." In NTT DATA's practice,
implementations that previously required several days have
been completed in a matter of hours.

However, this stage has an inherent structural limitation.
Al's generation speed far exceeds human review speed, so
development throughput is constrained by human review
capacity. Taking this limitation as a given, maximizing
review efficiency through PPT design becomes the central
challenge of Level 1.

The key enabler at this stage is context awareness. The
following sections present the PPT design for greenfield
development and then discuss challenges specific to
brownfield development.

Greenfield Development

Greenfield development is the pattern of building a new
system from scratch, free from existing constraints.
Because the environment can be designed from the
ground up for Al-Native development, the PPT framework
can be applied in its ideal form. Figure 7 presents an
overview of the collaborative process for Level 1
greenfield development.

Req HLD LLD Impl Test Accept Enablers
Req+HLD ¥ D R Independent Review «::eeeeeeeees > A Product  Task decomposition
People ® Al output review
(Human) * Instruction design
« Context engineering
 Hallucination detection
Interaction
« Coding agent
* Instructions
Technology ( coding standards, security rules )
(Al Agent) + Al Environment
. ( markdown docs, test automation )
D PR PPN Al Generation «-:eeeeesrerenenniin >

Figure 7. Overview of the collaborative process in Level 1

Figure 7 shows the chronological flow in which humans finalize upstream activities (requirements definition and high-level

design), Al generates downstream artifacts (detailed design, implementation, and testing), and humans assure quality

through review.
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Process : Collaborative Process Between Al and
Humans

The fundamental mode of using coding agents is a style
in which a developer works interactively with a single
agent. The developer assigns a task, the agent generates
artifacts, and the developer corrects errors or deviations
from intent through review — repeating this cycle.
Because the developer remains in the loop at all times,
ensuring transparency and maintaining accountability
are straightforward.

To make this basic cycle effective, Level 1 process design
defines three elements: the scope and granularity of
upstream activities that humans finalize, the degree of
autonomy granted to Al in downstream activities, and
the focus and frequency of human review.

In Level 1, humans finalize requirements definition and
high-level design, while AI generates artifacts spanning
detailed design, implementation, and testing. High-level
design refers to the boundaries and contracts between
modules — including architecture selection,
responsibility allocation across modules, and interface
definitions (API specifications, data types). By having
humans finalize these boundaries, the impact scope of
Al-generated artifacts is constrained and the focus of
review becomes clear. Large requirements are
decomposed into micro-requirements

(at the user story level), and this cycle is executed for
each requirement.

For downstream activities delegated to Al, approaches
are differentiated according to task risk characteristics,
based on the transparency-autonomy tradeoff described
in the previous chapter. In Level 1, where humans
assure quality through review, the default stance favors
constraining autonomy. For high-risk activities,
checkpoints requiring human review are embedded in
the workflow to prevent oversight gaps.

Human review is the cornerstone of quality assurance in

Level 1 and is conducted from the following perspectives.

First, alignment with requirements: confirming that Al-
generated artifacts conform to the requirements and
high-level design finalized upstream — covering
compliance with interface definitions and completeness
of functional requirements. Second, code correctness
and maintainability: checking for logic errors, missing
edge cases, and degraded readability. Third, non-
functional requirement fulfillment: verifying whether
performance and security requirements are actually met
and whether test coverage is sufficient — through
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execution and measurement. Review frequency is adjusted
according to task granularity and risk.

People : Skills for Overseeing Al

In Al-Native development, the developer's role shifts
from "person who writes code" to "person who
decomposes tasks and oversees AL" The skills required
are organized below, following the upstream-to-
downstream flow described in the Process section.

First, the ability to design and maintain team-wide
instructions and environments is required. Al output
quality depends not only on individual developers'
prompting skills but also significantly on the quality of
coding standards, testing policies, and documentation
shared across the team for Al reference. Rather than
relying on each developer's individual Al utilization skills,
it is important to raise team-wide productivity through
the quality of instructions and environment.

Second, context engineering skills for individual tasks
are required. This encompasses the ability to
decompose tasks into granularities that Al can handle,
select the necessary and sufficient context for each task
(related files, design policies, constraints), and write
clear instructions that prevent Al misinterpretation.
Since excess or insufficient context directly impacts Al
output quality, this skill is a key determinant of
productivity.

Third, reviewing AI output demands its own set of skills:
speed-reading large volumes of code in a short time, the
ability to identify typical error patterns that Al tends to
produce (hallucinated use of nonexistent APIs,
incorporation of specifications outside the given context,
logic that appears correct at first glance but subtly
deviates from requirements), and a critical stance that
does not take Al output at face value.

Fourth, addressing automation bias, as discussed in the
previous chapter, is essential. Since humans bear
ultimate responsibility for quality assurance in Level 1,
mechanisms to maintain the effectiveness of reviews are
indispensable. By requiring Al output to pass tests and
static analysis, mechanically verifiable quality criteria are
established, allowing human review to concentrate on
aspects that are difficult to automate — such as
alignment with design intent and the soundness of
business logic. Separating mechanical verification from
human judgment clarifies the focus of review and
prevents it from becoming perfunctory.
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+ Technology : Establishing the Al Operating
Environment and Instructions

Technology comprises environment design and
instruction design.

The fundamental premise of environment design is to
manage all development information in text, leveraging
the strength of coding agents in reading and writing
text. Because Level 1 employs coding agents across all
phases — from requirements analysis and design
through test design — it is essential that all artifacts be
in text formats that Al can process.

Building on this premise, the core of environment
design is bridging the knowledge gap between Al and
humans [1]. Non-text information is converted to text so
that Al can process it directly. Specifically, requirements,
designs, procedures, and rules are managed in
Markdown, and diagrams are generated from text using
formats such as Mermaid. The technology stack favors
major, standard technologies that LLMs have
encountered extensively in their training data. Testing is
automated to the greatest extent possible so that Al
agents can execute the generate-test-verify loop.

On the instruction side, coding standards, artifact
creation procedures, test procedures, and software
specifications are documented, and points where Al
might be uncertain are codified as rules. When decision
criteria are inconsistent, Al output becomes inconsistent
as well, so the goal is a state where "anyone would reach
the same judgment." Security is also addressed: input
validation policies, authentication and authorization
implementation patterns, and rules for handling
sensitive data are documented as instructions to raise
the security quality of Al-generated code. Secret
management is also enforced to ensure that confidential
information (API keys, credentials, etc.) does not appear
in prompts.
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Brownfield Development

Brownfield development is the pattern of modifying and
maintaining existing systems. Since the majority of
enterprise development is brownfield, applying AI-Native
development to this domain is essential for maximizing its
benefits.

Brownfield development encompasses several patterns
depending on how extensively existing assets are
leveraged. Maintenance and feature addition involves
making modifications and adding features while preserving
the existing system's functionality. Rehost migrates the
execution environment without changing the application's
functionality or design. Rewrite involves understanding the
behavior and structure of the existing system and then
completely rewriting the implementation. Rebuild takes the
existing system's requirements as a starting point and
reconstructs everything from design through
implementation.

* Process : Incremental Migration and Adaptation to
Existing Constraints

While the basic principles are shared with greenfield
development, brownfield processes additionally
require impact analysis on existing systems and
regression test design. Furthermore, the technical
constraints of existing systems (legacy frameworks,
proprietary libraries, etc.) may limit the scope of what
can be delegated to Al requiring project-specific
decisions about which phases and modules to entrust
to AI and which to keep under human control.

In the maintenance and feature addition pattern, the
volume of legacy development assets is enormous, and
a wholesale conversion to Al-Native development
formats is impractical. An incremental migration
approach is therefore effective. Rather than replacing
the entire existing development process at once, new
change requests are handled in an AI-Native manner
and the scope is gradually expanded. This approach is
analogous to the Strangler Fig pattern known from the
migration of monolithic systems to microservices.
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Priorities for where to begin include areas with
high change frequency (high return on investment),
areas with relatively well-maintained
documentation (low preparation costs), and areas
that hold particularly valuable information. During
incremental migration, Al-ready and conventional
development environments coexist, making it
important to have a mechanism for tracking and
sharing across the team which areas have been
migrated.

People : Experts Formalizing Tacit Knowledge

The skills described for greenfield development
(organizational role definition, context engineering, Al
output review, and addressing automation bias) remain
necessary in brownfield development. In addition, the
role of domain experts with knowledge of the existing
system becomes critically important. Whereas
greenfield development allows instructions and
environments to be designed from scratch, brownfield
development requires formalizing tacit knowledge —
the rationale behind past design decisions, insights from
previous incident responses, and implicit business rules
— and preparing it as context for Al Since only domain
experts can perform this work, an organizational
decision to prioritize allocating their time to context
preparation is essential.

Technology : Preparing Existing Assets as
Context

The difference from greenfield development manifests
primarily as a difference in context. While greenfield
development centers on establishing new development
rules and design policies, in brownfield development the
existing assets themselves constitute the primary
context.

Brownfield development patterns can be organized in a
unified manner from a context engineering perspective.
As shown in Figure 8, the difference between patterns
lies in which assets of the existing system serve as the
primary context for AL
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. Primary Context from Existing System Secondary Context

f
1
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.

Requirements > Design } Implementation } Deployment

Maintenance

& @ ® ® ®
Enhancement
Rehost ‘ ‘
Modernization Rewrite . .

Rebuild ® ®

Brownfield
Development

Figure 8. A unified view of development patterns through context engineering

« In maintenance and feature addition, requirements, design, implementation, and deployment all serve as primary
context. Since the quality of existing assets directly affects Al output quality, maintaining consistency between
documentation and code is especially important. In practice, this is also the area where brownfield constraints appear
most sharply: documentation may be missing or outdated, operational know-how may reside only with a few
individuals, and implicit assumptions embedded in the running system may never have been written down. Al usage
in these situations therefore depends not only on reusing existing artifacts but also on reconstructing and
externalizing hidden context.

« Inrehost, the existing deployment specifications and code serve as primary context. Because the application itself is
not modified, success hinges on understanding environment-dependent configurations and dependencies.

« Inrewrite, the existing code and design serve as primary context. Al understands behavior from the existing code,
grasps structure from the design, and then generates the new implementation.

« Inrebuild, the existing requirements and design serve as primary context. Because everything from design through
implementation is reconstructed, the precision of requirements extraction determines success. However, existing
design information also serves as a guide for understanding architectural constraints and the rationale behind past
design decisions, providing a starting point for redesign.
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When preparing existing assets for Al reference and use,
the scope of preparation spans both information assets and
development infrastructure. In reality, however,
requirements documents and design documents are often
incomplete or have diverged from the actual
implementation. There are three main approaches to
preparing information assets.

1. Converting existing artifacts
Using conversion tools such as MarkItDown [10], MCP
servers that invoke such tools, or multimodal LLMs to
convert Excel-format design documents, diagrams, and
tables into text, thereby transforming existing assets
into formats that Al can reference. However, this
approach alone does not capture the tacit knowledge
held by human developers
(the rationale behind design decisions, insights from
past incident responses, team-specific conventions, etc.).

2. Continuous information supplementation by experts
As an Al agent progresses through its work, points of
uncertainty or cases where output deviates from
expectations are identified, and the necessary context is
incrementally added. This gradually formalizes tacit
knowledge and improves
AI's working accuracy.

3. Reverse engineering from source code
When design documents or requirements documents do
not exist or have diverged from the implementation, Al
is used to reconstruct design information and
requirements from the source code. This enables
building rich context even in brownfield environments
with insufficient documentation.
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Preparing development infrastructure is equally important.

* Test automation
Automating manual tests so that Al can autonomously
execute the code generation, test execution, and result
verification loop.

* Infrastructure as Code
Codifying deployment procedures and
environment setup as Infrastructure as Code so
that AI can autonomously perform environment
operations.

* Documenting integration specifications
Documenting interface specifications and data formats
between existing systems to provide Al with the
prerequisite knowledge for correct integration with
existing systems.

While these preparation activities entail upfront costs, they
are an investment that not only enables the transition to
Al-Native development but also improves development
efficiency and maintainability for human developers.
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Challenges at This Stage

The structural limitation of Level 1 is that human review becomes the throughput bottleneck. The PPT design aims to
mitigate this bottleneck — in particular, finalizing high-level policies in upstream activities is effective for improving review
efficiency. When policies are clear, review criteria are also clear, enabling efficient verification of whether Al-generated
artifacts align with those policies. However, because the fundamental structure in which final quality judgment depends on
humans remains unchanged, throughput continues to be constrained by human review capacity even as Al's generation
capabilities improve.

Furthermore, while the risk of automation bias can be mitigated through review mechanisms, it cannot be completely
eliminated. There is an inherent dilemma: the higher the quality of Al output, the more easily human review devolves into a
mere confirmation exercise.

Fundamental resolution of these structural limitations is achieved in Level 2, where Al takes on the role of quality oversight.
The transition to Level 2 becomes possible when the following conditions are met through Level 1 practice.

1. Organizational trust in Al output quality has been accumulated. Through review, Al error patterns and areas of strength
have been identified, and criteria for determining what scope can be delegated to Al have been established.

2. Review perspectives and quality criteria have been formalized. For Al to replace the quality judgments that humans
made implicitly, those judgment criteria must be documented and defined as rules.

3. Mechanical verification infrastructure, including test automation and static analysis, has been sufficiently established.
These form the foundation for Al-driven quality oversight in Level 2.
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Level 2: Al-Verified —
Al Assures Quality,
Humans Ensure Transparency

The previous chapter presented the Level 1 design in which Al handles development work and humans assure quality. This
chapter presents the design for the second stage of the maturity model, premised on the transition conditions described in
the previous chapter (accumulated organizational trust, formalized quality criteria, and established verification
infrastructure). This stage is entering the realm of technical feasibility; in NTT DATA's practice, cases have been confirmed
where Al-driven code reviews provide feedback as accurate as — or more accurate than — human reviews. However,
challenges remain on the path to practical deployment, including ensuring organizational trust in Al quality judgments and
achieving social acceptance.

Characteristics of This Stage in Level 3

The structural limitation of Level 1 was that human review became the throughput bottleneck. Level 2 resolves this
limitation by delegating quality oversight itself to Al agents. Al autonomously performs supervisory activities such as test
generation and execution, code review, quality monitoring, and quality gate evaluation, while humans focus on overall
process management and accountability. Human intervention is concentrated on critical decision points and situations
where quality criteria are breached.

The key enabler at this stage is agent-based oversight. Execution agents that perform development tasks are separated
from supervisory agents that verify the resulting artifacts, and the oversight role shifts from humans to AL The total volume
of supervisory activity does not decrease; what changes is who performs it.

From a productivity perspective, with Al also handling oversight, the productivity gain undergoes a qualitative shift — from
"increased individual output" to "team-wide scalability." Parallel development by multiple AI agents begins to function in
earnest, with throughput scaling horizontally in proportion to the number of agents. For example, the difference in total
team output is substantial between a Level 1 setup where 10 people each oversee one Al agent and a Level 2 setup where
the same 10 people manage dozens of agents.
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Figure 9 presents an overview of the collaborative process and key enablers in Level 2. The following sections discuss the
design of each element in the order of Process, People, and Technology, and then address the challenges at this stage.

Req HLD LLD Impl Test Accept Enablers

Req ¥ Checkpoint 1 Checkpoint 2 A Product .
People + Requirements eng.

(Human) « Escalation design
« Al oversight evaluation
« KPI monitoring

Interaction
L L * Quality assurance agent
* Instructions
Technology I I (Quality gates, Escalation rules)
(Al Agent) * Al Environment o
(Quality dashboard, Monitoring infra)
@ errreeeeeearee et eaaaa Parallel Development e »

Figure 9. Overview of the collaborative process in Level 2

Figure 9 shows a structure in which execution agents and supervisory agents operate in parallel, with human involvement
concentrated on requirements definition, decision points, and final confirmation.
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* Process : Shift-Left — Concentrating on
Requirements Definition

As described in the preceding section, in Level 2 AI
handles quality management in a supervisory capacity,
and humans shift to managing the overall process.
Accompanying this transfer of quality assurance
responsibilities, the human role structurally shifts from
intervening in each phase of the development process
to Shift-Left — concentrating on requirements definition
by moving quality activities further upstream. While
finalizing high-level policies in upstream activities was
already an effective approach in Level 1, in Level 2 this
Shift-Left becomes a structural necessity. The reason lies
in the change in feedback loop granularity.

In Level 1,

feedback loops existed in which humans intervened
through review of each artifact — design documents,
code, and tests — allowing course corrections even
when requirements ambiguities or errors were
discovered downstream. Review functioned as a "safety
net compensating for requirements deficiencies."

In Level 2,

because Al autonomously handles both execution and
oversight, per-artifact human review is no longer
necessary. Instead, the central structural element
becomes a feedback loop in which Al reports to humans
(management) when it encounters critical decision
points (architectural tradeoffs, requirements
interpretation choices, detection of unexpected risks,
etc.) and seeks their judgment. Feedback does not
disappear; rather, its granularity changes from "per
artifact" to "per decision point." Specifically, whereas in
Level 1 humans intervened through review of each
artifact (design documents, code, tests), in Level 2
human intervention is concentrated at three points:
input (requirements definition), critical decision points
(reports from Al), and final confirmation of output. Of
these, the first two are acts of injecting human context
into the development process, while the final
confirmation is an acceptance evaluation of artifacts
(Figure 10). This change significantly reduces the
frequency of human intervention while creating a
structure in which input quality heavily determines
output quality.

Level 1 : Inject context incrementally at each review point

Level 2 : Concentrate context injection at the start ( Shift-Left)

Human Human Human Human
Context Context Context Context
d Req ;:‘ DeSign M Impl _ Prod.
Use cases Design intent Architecture Edge cases
Domain models Domain rules Security policy Past incidents

Human Context
(concentrated)

Human Context
(on escalation)

\ ¥

Req Prod.

Additional context from
humans only when critical

Precise
requirements

+ Design principles
« Decision criteria
+ Domain knowledge

Figure 10. Change in feedback loop granularity from the perspective of
context injection
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This structural change dramatically increases the precision,
completeness, and verifiability demanded of requirements.
In Level 1, a degree of ambiguity in requirements was
tolerable because humans could supplement context
through review. In Level 2, opportunities for humans to
detect and correct deficiencies are greatly reduced. In
terms of the context injection perspective described in the
design framework chapter, this represents a transition from
incrementally injecting human context through individual
checkpoints in Level 1 to concentrating that context
injection at the requirements definition stage in Level 2.
The essence of Shift-Left in Al-Native development is this
front-loaded concentration of context injection (Figure 10).
Because Al interprets requirements and executes
autonomously, systematic improvement of requirements
quality using Al becomes effective in addition to human
clarification of requirements. For example, ambiguity
analysis in which Al detects contradictions and ambiguous
descriptions among requirements; completeness checks
that verify requirements coverage against established
quality characteristics and past insights; risk analysis that
automatically derives edge cases and risk scenarios from
requirements; and testability verification that generates
draft test cases from requirements to confirm verifiability in
advance. These efforts can significantly reduce rework in
downstream activities.

Additionally, designing the criteria for what situations Al
should recognize as "critical decision points" and report to
humans becomes an important part of requirements
definition. When these criteria are properly designed, the
per-decision-point feedback loop functions as a final safety
net in downstream activities.

* People : From Reviewer to Process Manager

The human role in Level 2 shifts from "reviewing Al
artifacts and assuring quality" in Level 1 to "managing
the overall Al process and fulfilling accountability." This
change means that the degree to which humans engage
with individual artifacts decreases, and they concentrate
on management activities: process design, operation,
and evaluation.

As managers, humans oversee at the process level
whether Al execution and supervisory activities are
functioning properly. This management is structured
along two axes: process visibility and evaluation, and
intervention mechanism design.
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First, process visibility and evaluation. Through quality
dashboards, humans continuously monitor each agent's
activity status, quality metric trends, and requirements
fulfillment levels, enabling early detection of deviations
from plan. Rather than reviewing every piece of code
individually, they manage the overall process based on
aggregated quality metrics. In addition, the effectiveness of
Al quality assessments themselves is also subject to
evaluation. KPIs such as quality gate pass rates and defect
detection rates are established, and Al assessment results
are periodically compared against human assessments to
continuously verify the accuracy of Al oversight.

Second, intervention mechanism design. Criteria are
designed for what situations Al should report to humans,
and the decision process upon receiving reports is defined
(verification of report validity, evaluation of options,
recording of decisions). In particular, for situations that are
difficult for Al to resolve autonomously — such as detection
of artifacts that fail to meet quality criteria, contradictions
between Al agents' judgments, and discovery of
unexpected technical constraints — escalation routes and
response processes are defined in advance. These decision
records serve as the basis for governance bodies to fulfill
accountability to stakeholders.

As a governance body, humans fulfill accountability to
stakeholders. In Level 2, where the number of phases not
directly confirmed by humans increases, the basis for
explanation changes. In Level 1, accountability was fulfilled
based on "the results of human artifact reviews," whereas
in Level 2, explanation is required based on both "the
quality oversight mechanisms by AI functioning properly"
and "the product meeting requirements as a result." That is,
by demonstrating both process effectiveness and product
quality, accountability is fulfilled even for phases that
humans have not directly confirmed.
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* Technology : Multi-Agent Oversight

The core of Technology in Level 2 is the design of a
multi-agent architecture for oversight. While Level 1 was
fundamentally based on a single Al agent working
interactively with a developer, Level 2 constructs a
structure in which multiple Al agents hold distinct roles
and collaboratively oversee quality. Because
independent supervisory agents function as a quality
safety net, higher autonomy can be granted to
execution agents along the continuous spectrum of
transparency and autonomy described in the design
framework chapter.

The roles of supervisory agents are redefined as Al agent
responsibilities from the supervisory activities previously
performed by humans.

+ Test generation and execution agent
Generating test cases based on requirements and
verifying execution results

» Code review agent
Evaluating compliance with coding standards, logic
errors, and maintainability

* Quality monitoring agent
Continuous monitoring of quality metrics and quality
gate evaluation

» Security verification agent
Vulnerability scanning and attack scenario simulation

* Requirements alignment agent
Checking whether generated artifacts remain consistent
with upstream requirements and architectural
constraints

« Dependency and compliance verification agent
Monitoring third-party libraries, licenses, and policy
conformance
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By executing these in parallel, broader and faster quality
oversight becomes possible compared to sequential human
confirmation. However, just as the second line in the Three
Lines Model oversees independently from the first line,
supervisory agents must operate independently from
execution agents. If the same agent handles both
generation and verification, there is a risk of self-bias;
therefore, they must be separated as distinct instances with
independent instructions and judgment criteria.
Coordination among these agents requires an orchestrator
that manages task allocation, progress tracking, and result
aggregation.

Instruction and environment design also expand from
Level 1. On the instruction side, in addition to Level 1's
coding standards and testing policies, instructions for
governing supervisory activities are needed — including
quality gate evaluation rules and escalation criteria for
anomaly detection. In particular, designing the criteria for
what situations Al should recognize as "critical decision
points" and report to humans is the key to preventing
human management from becoming perfunctory. On the
environment side, monitoring infrastructure must be
established, including quality dashboards (aggregating test
coverage, defect detection rates, quality gate pass rates,
etc.), quality metric monitoring platforms, and mechanisms
that allow Al's reasoning to be examined during escalation.
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Challenges at This Stage in Level 2

Structural, operational, and sociotechnical challenges
remain for the realization of Level 2.

First, there are structural risks arising from AI handling
both execution and oversight. For example, when Al
encounters a test failure, it has been observed in NTT
DATA's practice that rather than fixing the bug in the code,
Al modifies the test case itself to make it pass. This occurs
as a result of Al seeking the shortest path to achieving the
goal of "passing the test," and it is a serious problem that
effectively nullifies quality oversight. Mechanisms are
essential to prevent Al's autonomous quality oversight from
becoming self-referentially perfunctory — such as
separating execution and supervisory agents, introducing
independent approval processes for test case modifications,
or designing guardrails that prohibit simultaneous changes
to tests and implementation.

Second, there is the operational challenge of calibrating
the appropriate level of human management. If Al
autonomy is set too high, human management becomes
perfunctory and problem detection is delayed.

Conversely, if management is too strict, the same
bottleneck as Level 1 emerges and the purpose of
transitioning to Level 2 is lost. Setting this equilibrium
requires judgment tailored to project characteristics and
risk tolerance.

Third, there is the challenge of establishing trust in Al
quality judgments. The question of whether Al quality
assessments can be technically guaranteed and the
question of whether those assessments can be
organizationally accepted are two sides of the same coin.
The "programming with trust" that Roychoudhury et al.
discuss [4] becomes a central question at precisely this
stage. While Level 1's challenge was the risk of humans
over-trusting Al, Level 2 raises the inverse question: to
what extent should the organization trust Al's quality
judgments? A pragmatic approach is to measure and
evaluate accuracy through Level 1 practice and gradually
expand the scope of delegation.

33| ©2026 NTT DATA, Inc.

Fundamental resolution of these challenges is achieved in
Level 3, where Al provides transparency on its own. The
transition to Level 3 becomes possible when the following
conditions are met through Level 2 practice.

1. The technical infrastructure for lineage tracking and

verifiability has been established, enabling retroactive
tracking and verification of Al's decision processes.

2. The reliability of AI's self-explanation has been

demonstrated. Through Level 2 operations, the
consistency between explanations provided by Al and its
actual activities has been continuously verified, and
sufficient accuracy has been confirmed.

3. Fulfilling accountability through post-hoc auditing has

been accepted by stakeholders and society at large.
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Level 3: AI-Explainable —
Al Ensures Transparency, Humans
Provide Explanation

The previous chapter presented the Level 2 design in which Al handles both execution and oversight while humans manage
the process and fulfill accountability. This chapter envisions the third stage of the maturity model — premised on the
transition conditions described in the previous chapter — in which Al also provides transparency on its own. This stage is
positioned as a long-term destination for Al-Native development rather than a near-term deployment target, and many
technical and social challenges remain.

Characteristics of This Stage

As noted in the Level 2 challenges, as the scale of Al activity expands, human process management can become a
bottleneck for ensuring transparency. Level 3 is the stage that resolves this limitation by having Al itself provide
transparency.

At this stage, Al ensures transparency across the entire development process on its own. It records and presents — in a
form that humans can understand and verify — why a given design decision was made, why a particular implementation
approach was chosen, and what testing strategy was used to confirm what quality attributes. The designation "Al-
Explainable" signifies that AI becomes capable of presenting its own development process in an explainable manner.
Because Al delivers the product together with an audit trail of its development process, human involvement is concentrated
on post-hoc auditing. As a result, process management overhead shifts to Al, and a structure emerges in which a small audit
team governs large-scale Al development activities.
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The key enabler at this stage is lineage and verifiability. The prerequisite is establishing technology for recording — in a
traceable and verifiable manner — what inputs and context Al based its judgments on and what artifacts it produced. Figure
11 presents an overview of the collaborative process and key enablers in Level 3. The following sections discuss the design
of each element in the order of Process, People, and Technology, and then address the challenges for realization.

Req HLD LLD Impl Test Accept Enablers

Checkpoint 1 Checkpoint 2 A i i .
People Req ¥ P ? Prod. + AuditTrail -, gyoyeholder accountability

(Human) + Independent testing
* Sampling audit
 Statistical methods

Interaction
« Management agent
« Lineage datastore
Technology ) « Verifiability
(Al Agent) Explanation + Audit query interface

Figure 11. Overview of the collaborative process in Level 3

Figure 11 shows a structure in which Al autonomously carries out development, process management, and transparency
assurance, with human involvement concentrated on post-hoc audit judgments.
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Process : Shift-Right — Post-Hoc Auditing

In Level 3, the timing of human involvement shifts to the
right side of the development process — that is, to the
stage after product completion and acceptance (Shift-
Right). In Level 1, humans were embedded throughout
the process via per-artifact reviews; in Level 2, humans
concentrated on requirements definition while
intervening at decision points. In Level 3, because Al
autonomously handles execution, oversight, and
transparency assurance, human involvement primarily
takes the form of post-hoc auditing. This signifies the
stage at which post-hoc verification (by audit) becomes
the governing principle for the entire process along the
continuous spectrum of transparency and autonomy
described in the design framework chapter.

The post-hoc audit process proceeds as follows. Al
submits the product and audit trail; humans verify both
process quality and product quality before rendering an
audit judgment. For process quality verification,
statistical samples are drawn from the Al's development
activities using the lineage tracking records contained in
the audit trail, and the soundness of judgments is
confirmed (sampling audit). Additionally, the consistency
between the reasoning Al provides and its actual activity
history is verified (self-explanation consistency
evaluation). For product quality verification, tests are
designed and executed from an independent
perspective against the artifacts that Al generated and
verified (independent testing). If questions arise during
the audit, additional explanations can be requested from
AL

Al also autonomously handles process management
(scheduling, progress tracking, risk monitoring). While
humans performed these activities in Level 2, in Level 3
Al autonomously manages project-wide scheduling, task
allocation and progress tracking for each agent, and risk
monitoring and response based on quality metrics.
Humans verify the results of these process management
activities post-hoc as well.Note that the effectiveness of
Shift-Right depends on the richness of context at the
requirements stage. In Level 3, the safety net of
decision-point interventions from Level 2 is also absent,
so the clearer the requirements and the richer the
context, the higher Al's decision accuracy and the lower
the burden of post-hoc auditing. The deepening of Shift-
Left introduced in Level 2 remains important.
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People : Humans as Auditors

The human role in Level 3 shifts from "managing Al's
process" in Level 2 to "auditing Al's activities." In Level 2,
humans managed Al activities on a day-to-day basis, but
in Level 3, because Al ensures transparency on its own,
humans concentrate on independent verification as
needed.

Each activity in the audit process described in the
previous section (sampling audit, consistency evaluation,
independent testing) requires specific skills. Sampling
audits require knowledge of statistical sampling
methodologies; consistency evaluation requires the
ability to critically analyze Al's self-explanations; and
independent testing requires the ability to design tests
from perspectives different from Al's own verification. In
addition, communication skills for conveying audit
results clearly to stakeholders are important. A
transition is required from the process management
skills of Level 2 to auditing expertise.

The burden of audit activities depends on the reliability
of Al's self-explanation. At a stage where AI's self-
explanation is sufficiently trustworthy, the scope
requiring verification narrows and auditing can take a
lightweight form. Conversely, at a stage where the
reliability of self-explanation has not been fully
established, more extensive verification is necessary.
While AI can be leveraged for audit activities themselves,
the final judgment remains with humans.

Accountability as a governance body is fulfilled based on
both Al's transparency records and the results of human
auditing. The lineage tracking records provided by Al
serve as the foundational data for explanation, and
independent human auditing underpins their credibility.
The governance body does not simply trust Al's self-
explanation but rather explains and justifies to
stakeholders based on the results of audit activities.

Furthermore, the third-line function in the Three Lines
Model encompasses not only assurance but also
advisory. Auditors advise the governance body on
improvements to Al governance — such as revising
audit criteria and improving supervisory processes —
based on insights gained through verification.
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Technology : Lineage Tracking and Verifiability
Infrastructure

The core of Technology in Level 3 is constructing a
transparency infrastructure that enables post-hoc
verification of Al's development activities. Building on
the monitoring infrastructure established in Level 2
(quality dashboards, monitoring platforms), it is
composed of three layers: lineage tracking, verifiability,
and audit tooling.

The lineage tracking infrastructure is a mechanism for
recording the relationship between Al agents' decision
processes and artifacts in a structured manner. The
basic structure of recording follows the IPO (Input,
Process, Output) framework used in auditing.
Specifically, it records, as structured data, the
relationships among inputs (referenced requirements,
context, and their versions), processing (options
considered and rationale for selection), and outputs
(generated artifacts and their change diffs) for each
decision — aiming for a state in which the chain of
decisions leading to any given artifact can be traced
back. This lineage tracking concept is analogous to
SBOM (Software Bill of Materials) and SLSA (Supply-
chain Levels for Software Artifacts) in software supply
chains. While those track "which components a build
was composed from," Level 3 lineage tracking traces
"which context and decisions code was generated
from." Technical insights regarding standardization of
recording formats and automation of verification can
serve as references.

The verifiability mechanism is an infrastructure that
enables post-hoc evaluation of the soundness of
individual decisions. Because LLMs exhibit effectively
non-deterministic behavior due to sampling and subtle
differences in context, reproducing the same output
from the same input is not realistic. What matters is not
output reproduction but verification of decision
soundness. By recording inputs, context, and constraints
at each decision point in a structured manner, the aim is
a state in which a third party can evaluate "whether this
decision was sound given this context." Here, because Al
itself generates its own audit trail, ensuring record
accuracy and tamper resistance presents a unique
challenge. Designs such as cryptographic signatures on
lineage tracking records, hash chains for tamper
detection, or separating the recording process itself into
an independent agent can be considered.
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Audit tooling provides the interface through which humans
can efficiently query and verify the accumulated
transparency data. It offers functionality such as tracing the
decision process that led to the generation of a specific
artifact, root cause analysis of quality metric anomalies, and
consistency verification between Al's self-explanations and
actual activity records. While Level 2's quality dashboard
focuses primarily on real-time monitoring, audit tooling
focuses primarily on retrospective tracing of decision
chains — though the data infrastructure can be shared.
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Challenges for Realization

Technical, social, and ethical challenges remain for the realization of Level 3.

Technically, establishing the lineage tracking infrastructure is the greatest challenge. Al agent decision processes occur at
high frequency and in large volumes, requiring decisions on the appropriate recording granularity, efficient management
and retrieval of massive transparency data, and standardization of recording formats. While insights from existing
software supply chain security (SBOM, SLSA, etc.) are useful references, developing technology suited to the new target of
recording Al decision processes is necessary. Additionally, as discussed in the Technology section, the issue of record
accuracy and tamper resistance arising from the structure in which Al generates its own audit trail must also be addressed.

Socially, frameworks must be established that recognize Al's self-explanation as legally and institutionally valid. As Ulloa et
al. point out, accountability cannot be delegated to non-human actors [2]. Most current legal systems and industry
standards presuppose that the decision-making agent is human, and criteria for the conditions under which Al-provided
explanations would be considered valid do not yet exist.

Establishing this framework requires that social acceptance of Al-driven quality assurance in Level 2 advance first.

On the ethical front, the sufficiency of auditing becomes the most difficult question. No matter how autonomously Al
conducts development, accountability remains with the governance body — that is, with humans. This has been a consistent
premise throughout this paper. While Level 2 raised the question of "to what extent should Al's quality judgments be
trusted," Level 3 goes further to ask "how much must humans verify before they can claim to have fulfilled accountability?"
The scope of sampling audits, the coverage of independent testing, and the depth of self-explanation consistency evaluation
require judgments tailored to the degree of Al autonomy and the risk characteristics of the system, making it difficult to
establish uniform criteria. Establishing these sufficiency criteria becomes the governance body's most important
responsibility.

From NTT DATA's perspective, this stage is currently beyond the scope of commercial system development. However, given
the pace of Al technology evolution, it is not premature to begin engaging with these questions. The important stance is to
accumulate experience in the first and second stages while continuously evaluating the feasibility of transitioning to the
third stage.
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Conclusion

This paper discussed design strategies for Al-Native development with accountability as the central axis.
Applying the IIA's Three Lines Model to software development, we presented a three-stage maturity model in
which the scope of Al's responsibilities expands progressively.

In Level 1,
AI handles development work while humans bear responsibility for all of quality assurance, transparency, and
accountability.

In Level 2,
Al also takes on quality oversight, and humans shift to concentrating on requirements definition (Shift-Left) and
managing the overall process.

In Level 3,
Al delivers an audit trail alongside the product, and humans fulfill accountability through post-hoc auditing
(Shift-Right).

The principle that remains unchanged across all levels is that accountability belongs to humans. Even as Al's role
expands, the obligation to explain and justify to stakeholders continues to rest with humans. What changes is
the basis on which humans fulfill that accountability — whether it is the results of their own reviews, the results
of Al's process management, or audit results of the audit trail provided by AL As Al autonomy increases, how to
judge the sufficiency of auditing becomes an increasingly important and difficult question.

In practice, it is realistic for organizations to begin with three priorities. First, requirements, designs, and
operational procedures should be prepared in forms that Al can read. Second, review perspectives and quality
criteria should be documented so that Al and humans can make decisions against the same standards. Third,
processes for retaining change histories, decision rationales, and approval records should be established in
advance so that accountability is not treated as an afterthought.

Al technology will continue to evolve rapidly. What matters is not clinging to a specific process but maintaining
a posture of adapting processes as technology evolves. We hope the framework presented in this paper serves
as an aid for readers in their Al-Native development endeavors.
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